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Project description:

Poker is one of the most popular card games worldwide. It is played both in person
and online. This has led to a rise in popularity in Al agents for poker and how they
would perform against both beginner and world class poker players. Poker poses a
distinct problem that other popular games (like chess) do not possess which is
hidden information. Al has reached superhuman performance already in 2-player no-
limit poker Texas hold’em (1) and 6-player no-limit Texas hold’em poker (2), The
approached used for 2 player poker was approximating the Nash Equilibrium
however other approaches have been used. (3) .

| would like to build my own Poker Al using a previously explored method to create a
winning/profitable poker agent against beginner to intermediate poker players. |
would then aim to analyse this poker bot with other available bots with different
methods of implementation and real-life poker players.

Poker is a complex game with many different variants therefore the variant | will be
using is Texas no-limit hold’em poker

This project aims to explore the application of regret-based learning algorithms in
imperfect information games. Additionally, it aims to contribute to the growing field of
Al in games with real-world applications.

| will be using Monte Carlo counterfactual regret minimization and self-play to build
my poker bot. The bot will mostly play against itself and real-life players to iteratively
learn and be evaluated. Abstraction is likely to be used due to the enormous state
space of poker, a widely used technique is bucketing similar hands together so that
the strategy used is the same for both.

Potential approaches:



Some potential approaches to building a poker bots are knowledge-based poker
agents, monte-carlo simulation, e-nash equilibrium, exploitative play, case-based
approaches, Bayesian poker and evolutionary algorithms. Some of them these
methods only work for 2 player poker like nash-equilibrium and therefore an adaption
to the nash-equilibrium would need to be made to satisfy 6 player poker. Knowledge-
based systems are unlikely to be a good model because it requires expert
knowledge and therefore would be difficult to adapt to the game conditions because
there exist simply too many scenarios for an expert to even consider. (4).
Additionally, some models like exploitative play compromise the model to
weaknesses and therefore losses because they stop playing “optimally” to exploit the
weaknesses of certain opponents.

Aims and objectives

Establish a poker environment, this would likely be an imported python library like
PyPokerEngine or PokerRI. The likelihood of risks for simulating a poker
environment are low as there are many poker environments already built and
especially poker environments to train poker bots.

Another aim is that the poker bot can make decisions relatively quickly using
MCCEFR (an average of under 30 seconds is a good benchmark for poker players). A
likely risk of this aim would be that decisions are likely to take longer than 30
seconds, this is likely to be mitigated through the introduction of abstraction and
pruning (to reduce computational load)

The poker bot should beat baseline strategies, like random and rule-based strategies
and low skilled poker players. There is likely no risk with this objective because
random and rule-based strategies should be easily exploitable and low skilled poker
players do not have a good enough grasp of the game to exploit weaknesses in
opponents.

Another aim is to build accurate opponent modelling strategies to handle imperfect
information. This would include statistics of the opponent like bias towards raising or
folding. This would allow for the model to change its strategy to better adapt to its
opponent. If opponent modelling is too simplistic the Al could be easily exploitable.

Feasibility:

In terms of legal issues like intellectual property, there shouldn’t be any, even if |
import hand history data from other people’s poker games instead of using just self-
play, it won’t breach any intellectual property because there is a wide range of
publicly available hand history data history that can be used to train bots

Due to the game of poker having a huge amount of possible game states, the
computational load of the game without any abstractions is infeasible, however there
are plenty of abstractions that do not significantly impact the performance of the



poker bot whilst reducing the computational load drastically. Examples of these are
action and information abstractions (2).

Work plan:
Week 1:

Research the literature about Poker Al, these papers include the poker models of
Libratus and Plaribus + writing initial report

Milestone: Understanding of existing poker Al models and their differences
Deliverable: Initial report submitted
Week 2:

Research how to apply Monte Carlo simulations and Counterfactual regret
minimisation, especially for poker. Refine methodology based on new findings.

Milestone: Understanding of Monte Carlo simulations and CFRM
Deliverable: Documentation on research findings
Week 3:

Set up the poker environment and ensure poker environment is compatible with my
Al plan.

Milestone and Deliverable: Functional poker environment
Week 4 and 5:

Implement MCCFR algorithm on my poker model

Milestone and Deliverable: Functional MCCFR implementation
Week 6:

Set up opponent modelling and integrate those models into the poker Al. Models are
likely to be based on conventional poker definitions (e.g. calling stations, TAG etc)
will need to formally define these opponent models.

Milestone: Opponent modelling is incorporated into the poker Al

Deliverable: Poker Al is capable of distinguishing different kinds of players and
optimise its play style depending on the opponent.

Week 7:

Train and optimise model through self-play, while waiting for this training to complete,
| could begin looking to find new publicly available Al opponents for next week.

Milestone and deliverable: Al model is trained and optimised

Week 8:



Introduce my model to other models and poker players, Collect the performance data
and analyse results

Milestone: Model performance evaluation completed
Deliverable: Performance analysis report
Week 9 and 10:

Fine tune model, see if any tweaks need to be made, especially towards different
categories of players, e.g. poker bot or human player. Another iteration of the model
is likely to be made.

Milestone: Weaknesses are identified and tweaked
Deliverable: Improved model with better strategies.
Week 11 and 12:

Writing final report
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